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1. Introduction

1.1 Semantic categories and structural entailment

In this essay I will present a theory about the nature of semantic categories.  I expect 

that this will be an unfamiliar topic to many philosophers, so I’ll start by saying a bit 

about my reasons for being interested in such a theory.

My interest in semantic categories arises out of consideration of what is often 

called structural entailment.  Consider the following:

1. Lisa quickly left; so Lisa left.

The first of the two sentences in (1) entails the second; necessarily, if the first is true 

then so is the second.  Moreover, (1) is an instance of a more general pattern whose 

validity doesn’t seem to depend on the specific meanings of the words in (1).  The 

adverb ‘quickly’, for example, can be replaced with any of a wide range of adverbs 

without loss of validity; analogous remarks hold for the verb ‘leave’.  Here are a few 

more paradigm examples of structural entailment:

2. Bart broke the window; so the window broke.

3. Homer ate pork chops; so pork chops were eaten.

4. Some boy likes Lisa; so some boy is a boy who likes Lisa.

Just like (1), (2) is also an instance of a more general pattern, one that includes 

‘Nelson blew up the school; so the school blew up’; ‘Lisa grew a tree; so a tree grew’; 

‘Marge boiled the water; so the water boiled’; and many others.  And along with (4) 
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we have ‘Every girl admires Lisa; so every girl is a girl who admires Lisa’, ‘No men 

bowled with Homer; so no men are men who bowled with Homer’, and so on.

Structural entailment patterns contrast with lexical entailments such as the 

following:

5. Moe is a bachelor; so Moe is male.

6. Snowball is a vixen; so Snowball is a fox.

7. There are chairs in Maggie’s room; so there is furniture in Maggie’s room.

8. Bart is Lisa’s brother; so Bart is Lisa’s sibling.

Unlike (1)–(4), the validity of each of (5)–(8) intuitively depends on the meanings of 

specific words.  If we replace the occurrence of ‘bachelor’ in (5) with most other 

nouns—‘dancer’, ‘doctor’, ‘human’, etc.—then the truth of the premise no longer 

guarantees the truth of the conclusion.  Similarly, the validity of (8) is lost if we 

replace ‘sibling’ with words such as ‘friend’ or ‘employee’.

There is clearly an intuitive distinction between structural and lexical 

entailment.  But what does the distinction amount to; in virtue of what does a given 

entailment count as structural rather than lexical?1  Here I want to focus on an 

approach to answering this question first suggested by Gareth Evans.  The following 

passage, in particular, contains what I take to be a promising insight about the basis 

for the structural/lexical contrast:

We have here the idea of a contrast between inferences whose validity depends 
merely upon the kind of semantic elements out of which a sentence is 
constructed, and its manner of construction, on the one hand, and inferences 
whose validity depends upon the special variation a particular semantic element 
is playing upon the theme all expressions of its kind must play, on the other.2

                                                
1 The traditional approach to this question seeks somehow to show that structural entailments are 
actually non-obvious cases of logical validity—e.g. to show that structural entailments patterns are 
“valid in virtue of logical form.”  I argue against this approach elsewhere (forthcoming a, b).
2 Evans 1976, p. 209; italics in original.
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The suggestion in this passage is that for an entailment to be structural is for it to be 

valid in virtue of the semantic categories of the words it contains—the “kinds of 

semantic elements”—given the way those words are combined.  Let’s label this 

suggestion Evans’s Thesis.

I think Evans’s Thesis offers an account of structural entailment well worth 

developing.  Doing so, however, requires that we have answers to at least two 

questions.  First, what does it mean for a class of words to belong to a semantic 

category?  And second, what does it mean for an entailment to be valid in virtue of the 

semantic categories of the words it contains, given the way those words are 

combined?  In what follows I will propose a theory of semantic categories designed to 

answer these two questions.

The paper is organized as follows.  After some brief preliminary remarks in 

the remainder of this introduction, in Section 2 I sketch a theory of semantic 

categories that I call the Bundle Theory.  In my view the Bundle Theory cannot be 

right, but seeing where it goes wrong will help motivate an alternative account.  In 

Section 3 I present this alternative account, and in Section 4 I illustrate it by

application to some issues in the formal semantics of adverbs.  I conclude in Section 

5.

1.2 Semantic natural kinds

Two related points of clarification are in order at the outset.  First, the goal here is to 

develop a transcendent rather than an immanent account of semantic categories.  

Evans explains the distinction as follows:

One provides an immanent definition of some semantical term W if one does 
not define it absolutely but rather defines the notion �He is W according to theory 
T�I .  One provides a transcendent definition when the definition contains no 
such relativity to a theory; when one says, rather, what a theory ought to treat as 
W.3

                                                
3 Evans 1976, p. 200.  Evans’s use of these terms should be distinguished from Quine’s 1970 use of the 
same terms to distinguish between language-relative and language-independent specifications of the 
logical constants.
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For example, when working in a Montague-style framework, one starts by defining a 

collection of types of denotations and then groups words into semantic categories 

according to which types of denotation the theory assigns to them.  This yields a 

straightforward immanent account of semantic categories:  a set of words belongs to 

the same category, according to a given Montague-style semantic theory, just in case 

the theory treats all the words in the set as having denotations of the same type.

In order to understand and evaluate Evans’s Thesis, however, we need more 

than just a theory-internal grasp on semantic categories.  We need to know what it is 

that any given theory-internal proposal about semantic categories is trying to get it 

right about.  Given some particular Montague-style theory, the immanent account just 

sketched can tell us that the theory treats expressions W1, …, Wn as belonging to the 

same semantic category.  But in order to determine whether the theory is correct we 

need to have some theory-independent grasp on the notion of a semantic category—

on what it would be for W1, …, Wn to belong to the same semantic category 

simpliciter, rather than according to this or that semantic theory.  The purpose of a 

transcendent account, like the one I will propose here, is to provide this theory-

independent grasp.4

This brings us to the second point of clarification.  In the discussion that 

follows I will operate under the assumption that a transcendent account must regard 

semantic categories as natural kinds, on par with the kinds recognized in physics, 

chemistry, biology and the other natural sciences.  This means, for starters, that not 

just any way of sorting words on semantic grounds yields a genuine semantic kind, 

any more than every way of sorting organisms yields a genuine biological species.  

We can divide plants it into weeds vs. non-weeds, edible vs. inedible plants, herbs vs. 

garnishes, annuals vs. perennials, and so on.  But not all of the different ways of 

categorizing plants are of equal interest and value to plant biologists, and so not all of 

these categorizations correspond to species or natural kinds.  By the same token, not 

all the possible ways of sorting words on semantic grounds are of equal interest and 

                                                
4 The Montague-style framework is not peculiar in needing to be supplemented with a transcendent 
account of semantic categories.  Whatever the framework, the process of developing a formal 
compositional semantics for a language always involves a theory-internal sorting of words into 
semantic categories.  I’ll have a bit more to say about this last point in the concluding section.
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value to theorists studying semantics, and so not all of these categorizations 

correspond to semantic natural kinds.5

A second implication of the conception of semantic categories as natural kinds 

is that, just as in other areas of inquiry into the natural world, finding out what 

semantic kinds there are is a matter for detailed empirical investigation, not 

philosophical reflection.  Determining whether or not Evans’s Thesis is an adequate 

account of structural entailment is not—at least not solely—a job for philosophy.  But 

there is a role for philosophy in inquiring into the nature of the kinds that empirical 

investigation reveals, and it is this sort of inquiry that I undertake in this essay.

2. Semantic Categories as Nominal Kinds

2.1. Manifest properties of words

In this section I want to sketch an account of semantic categories that I’ll call the 

Bundle Theory.  Something like the Bundle Theory is, I suspect, often tacitly assumed 

by linguists and philosophers of language—and, at any rate, it is initially quite 

plausible.  Nevertheless, I think the Bundle Theory cannot be right, and seeing where 

it goes wrong will help motivate the theory I offer in Section 3.

In order to state the Bundle Theory we first need the notion of a manifest 

linguistic property of a word.  Since we’ll be looking in some detail at the semantics 

of adverbs below, I’ll illustrate the notion of a manifest linguistic property with some 

examples involving adverbs.

Consider again the structural entailment pattern exemplified in (1):

1. Lisa quickly left; so Lisa left.

Call this pattern the factive entailment.  As I noted above, a wide range of adverbs can 

occur in place of ‘quickly’ in (1), including ‘slowly’, ‘quietly’, ‘loudly’, ‘clumsily’ 

                                                
5 Thus even though there is, in a sense, such a thing as the category of nouns that can occur in place of 
‘bachelor’ in (5)—nouns that apply only to males, such as ‘bachelor’, ‘husband’ and ‘brother’—the 
existence of such a category poses no threat to Evans’s Thesis unless there is good reason to think that 
this category is a semantic natural kind.
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and many others.  In other words, all these adverbs share the property of being able to 

occur in a valid instance of the following schema:

9. Lisa ____ left; so Lisa left.

I’ll refer to this as the property of occurring in the factive entailment.  This is a 

manifest property of words, in the sense that we can, as it were, simply look and see 

which words have it and which don’t.  We can, for example, simply put ‘hurriedly’ or 

‘allegedly’ in place of the blank in (9), and then observe that in the former case, but 

not the latter, the result is a valid entailment.6  Hence the property of occurring in the 

detachment entailment is a manifest linguistic property in my sense.

There are, in fact, a number of manifest linguistic properties that together 

distinguish adverbs like ‘quickly’, ‘slowly’ and the rest, which are often called 

manner adverbs.  For starters, we’ve already observed that not all the words that fit 

grammatically in (9) have the property of occurring in the factive entailment:

10. # Lisa allegedly (supposedly, reportedly) left; so Lisa left.

(I use ‘#’ to mark invalidity.)  Moreover, ‘allegedly’ lacks the property of occurring in 

other entailment patterns that manner adverbs share, such as the following:

11. Lisa quickly left; so Lisa’s leaving was quick.

12. # Lisa allegedly left; so Lisa’s leaving was alleged.

Manner adverbs also differ from ‘allegedly’ in sharing many entailments involving 

quantifiers:

13. Everyone who left used the front door; so everyone who left quickly used 
the front door.

14. No one who left used the front door; so no one who left quickly used the 
front door.

                                                
6 This is not to say that appearances can never deceive, e.g. that it could never happen that what 
initially appears to be a valid entailment turns out not to be valid on further reflection.
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15. Someone who left quickly used the front door; so someone who left used the 
front door.

16. At least three people who left quickly used the front door; so at least three 
people who left used the front door.

In each of (13)–(16) validity is lost if we replace ‘quickly’ with ‘allegedly’.  What’s 

more, manner adverbs also share negative manifest linguistic properties in virtue of 

failing to occur in various entailment patterns, such as the following:

17. Bart alleged (reported, supposed) that Lisa left; so Lisa allegedly 
(reportedly, supposedly) left.

18. # Bart was quick that Lisa left; so Lisa quickly  left.

Manner adverbs share a broad range of manifest linguistic properties in virtue of facts 

about which entailments they can and cannot occur in.

The awkwardness of ‘Bart was quick that Lisa left’ in (18) also calls attention 

to a second kind of manifest linguistic property.  Words also have manifest linguistic 

properties in virtue of distributional facts involving them—roughly, in virtue of facts 

about what kinds of sentences they can and cannot occur in.  Here, too, there are 

distinctive commonalities among manner adverbs.  For example, manner adverbs can 

be modified by words like ‘very’ and ‘somewhat’, while ‘allegedly’ cannot:

19. Lisa very (somewhat) quickly left.

20. * Lisa very (somewhat) allegedly left.

Manner adverbs can also occur in comparative constructions:

21. Lisa left more quickly than Bart.

22. * Lisa left more allegedly than Bart.
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As with entailments, negative distributional facts are just as significant as positive 

ones.  For example, the relative ordering of ‘allegedly’ and adverbs of quantification 

like ‘often’ and ‘always’ is flexible:

23. Lisa often allegedly leaves by the front door.

24. Lisa allegedly often leaves by the front door.

But manner adverbs are not flexible in this way:

25. Lisa often quickly leaves by the front door.

26. * Lisa quickly often leaves by the front door.

These entailment and distributional properties are a small sample of the wide range of 

manifest linguistic properties that English manner adverbs have in common.  For this 

reason it is quite standard for semanticists to recognize manner adverbs as constituting 

a distinctive semantic natural kind.7  The question we need to consider, then, is what it 

means for this to be so.  In virtue of what do manner adverbs belong to a single 

semantic natural kind?

2.2 The Bundle Theory

It might seem that this question has, in effect, already been answered.  Why not 

maintain that to belong to the category of manner adverbs simply is to have the 
                                                
7 One might worry about whether it is legitimate to appeal to distributional properties in order to 
establish that a given class of words makes up a semantic kind, on the grounds that distributional 
properties are purely a matter of syntax, not semantics.  I think this worry is misplaced for two reasons.  
First, even if the distributional facts only establish that a class of words makes up a syntactic kind, this 
is at least a prima facie reason to expect that the words make up a single semantic kind.  Second, I 
don’t think that distributional properties are purely a matter of syntax.  A word has its distributional 
properties in virtue of which of the combinations it is included in are acceptable and unacceptable—in 
virtue of which combinations get marked with a ‘*’ and which don’t, to put it crudely.  It is an open 
question whether all the manifest facts about acceptability and unacceptability are best explained in 
terms of syntactic principles, or whether some of them might be better explained in semantic terms.  
The study of adverbs, in fact, is one area in which there is a lively ongoing debate about how best to 
account for the distributional facts.  (See, e.g. the introduction to Lang et al. 2003 and the references 
therein.)
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manifest properties just surveyed, along with whatever others are found by further 

investigation?  This is the answer maintained by the Bundle Theory.  According to the 

Bundle Theory, semantic kinds can be identified with sets or bundles of manifest 

linguistic properties, and for a word to belong to a given semantic kind is for it to 

have the properties that constitute the kind.

The Bundle Theory is attractively simple.  The bundles of manifest linguistic 

properties that constitute semantic kinds can be thought of as capturing significant 

patterns of linguistic behavior uncovered by empirical investigation.  For a word to 

belong to a given semantic kind is then simply for it to behave in the ways captured.

But the Bundle Theory can’t be correct, as I’ll now argue.  The basic problem 

is simple, and is based on the observation that only words of English have the 

manifest properties we’ve looked at so far.  For example, no word of Japanese has the 

property of occurring in the factive entailment, as that property was defined above; 

filling the blank in (9) with a Japanese word results in ungrammatical word-salad.  

According to the bundle theory, however, to belong to the category of manner adverbs 

is, in part, a matter of having that property.  It follows that no Japanese word counts as 

a manner adverb.  In general on the Bundle Theory, for a word W to belong to a 

semantic kind K is for W to have all the manifest properties that make up K.  It 

follows that if any word of English belongs to K then K must be made up entirely of 

English-specific manifest properties, and hence that no word of Japanese (or any other 

language besides English) has words of kind K.  Therefore the Bundle Theory entails 

that semantic kinds are confined to single languages.

This result is highly counter-intuitive:  surely Japanese and English can share 

semantic kinds, just as they share syntactic kinds such as nouns, verbs, adjectives and 

so on.  What’s more, virtually all empirical research in semantics takes semantic kinds 

to be language-universal, in the sense that all natural human languages draw from a 

common stock of semantic kinds.  The Bundle Theory can’t, therefore, be an accurate 

theory about the nature of the semantic kinds that we actually have good reason to 

believe in.

This might seem like a merely technical problem, one that can be remedied by 

a straightforward reformulation of the Bundle Theory’s account of what it is for a 

word to belong to a semantic kind.  On the original Bundle Theory we want, but are 

unable, to say that there are cases where a given English word W and a given 

Japanese word W�•���E�H�O�R�Q�J���W�R���W�K�H���V�D�P�H���V�H�P�D�Q�W�Lc kind.  Instead, we’re forced to say that 
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the words belong to two different language-specific kinds, say KE and KJ.  But KE and 

KJ are just sets of manifest linguistic properties, and if they exist then so does their 

union; call it KEJ.  Why not, then, say that KEJ is the relevant semantic kind, and that 

both W and W�•���D�U�H���L�Q�V�W�D�Q�F�H�V���R�I���.EJ in virtue of the fact that W has all of the English-

specific properties it includes, while W�•���K�D�V�� �D�O�O�� �R�I�� �W�K�H�� �-�D�S�D�Q�H�V�H-specific properties it 

includes?  The general suggestion is to identify semantic kinds with sets of manifest 

properties drawn from across the full spectrum of natural languages, and to modify 

the theory so that a word need only have the properties drawn from its home language 

in order to count as an instance of a given kind.

This response does provide a way for the Bundle Theorist to allow that words 

of different languages can belong to the same semantic kind.  But there is something 

deeply unsatisfying about it.  We began with a conception of semantic kinds 

according to which membership in a kind is a matter of exhibiting certain patterns of 

linguistic behavior; the Bundle Theory spells this out in terms of shared manifest 

linguistic properties.  But the English and Japanese words that belong to KEJ don’t 

share any manifest linguistic properties.  In what sense, then, can they be said to 

exhibit the same patterns of linguistic behavior?  Why does an English word that has 

all the properties in KE qualify as behaving relevantly like a Japanese word that has all 

the properties in KJ?  What unites these two completely disjoint sets of manifest 

properties into a single natural kind?

What one wants to say on behalf of the Bundle Theory is that the English and 

Japanese words that are instances of KEJ belong to a unified kind because they display 

the same kinds of linguistic behavior, that the properties that constitute KE and KJ are 

the same kinds of manifest properties.  Ultimately, this requires some way of 

individuating kinds of entailments, kinds of distributional facts, and so on—and of 

doing so in a language-independent way, so as to allow that words belonging to 

different languages can have the same entailment and distributional properties.  The 

obvious worry, however, is that any such characterization must already presuppose 

some way of individuating semantic kinds.  Just focusing on kinds of entailments, for 

example, it clearly won’t do to say that two entailments are instances of the same kind 
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just in case they involve sentences constructed in the same way out of words of the 

same semantic kinds.8

Individuating kinds of entailments in purely syntactic terms is not a viable 

option either.  Suppose, for example, that we say that two entailments are instances of 

the same kind just in case they involve sentences constructed in the same way out of 

words of the same syntactic kinds.  One potential problem is that this characterization 

only succeeds in identifying language-independent kinds of entailments to the extent 

that sentences in different languages share common syntactic structures.  This is very 

much an open question.  A more immediate problem is that it follows from this 

characterization that no two words of different syntactic kinds occur in the same kinds 

of entailment patterns, and hence that no two words of different syntactic kinds 

belong to the same semantic kind.  But surely a metaphysical theory about the nature 

of semantic kinds should leave open the possibility that, in at least some cases, two 

different syntactic kinds correspond to a single semantic kind.  For example, it is 

sometimes argued that proper names and predicates belong to a single semantic kind, 

but it is highly unlikely that they belong to a single syntactic kind.9  Whether or not 

this view of proper names is correct, it should not be ruled out in advance by a theory 

about the nature of semantic kinds.  Moreover, in Section 4 I’ll argue that there is 

good reason to think that there are actual cases in which words of different syntactic 

kinds belong to the same semantic kind.

The Bundle Theory is analogous to the Lockean view that natural kinds are 

individuated in terms of nominal essences—that is, the properties of things that are 

immediately available to perceptual observation.  This is part of its attraction:  

                                                
8 It is worth pointing out that a parallel problem arises for a simple attempt to individuate syntactic 
kinds in terms of distributional properties.  For example, according to Andrew Radford:

[B]y saying that words like boy, cow, hand, idea, place, team, etc. belong the grammatical 
category noun, what we are saying is that they all share certain grammatical properties in 
common:  e.g. they have a plural form (ending in the suffix +s), they can all be premodified by 
the, and so forth.  Likewise, by saying that words such as see, know, like, understand, write, 
appear, etc. belong to the grammatical category verb, what we imply is that they too have 
certain grammatical properties in common (e.g. they can take the progressive +ing suffix, they 
can occur after infinitival to, etc.). (1997, p. 37)

This can’t be right:  nouns in other languages can’t be premodified by ‘the’, and verbs in other 
languages don’t take ‘+ing’.  One wants to say that what makes a word a noun or a verb is the fact that 
it occurs in certain kinds of linguistic environments, and that the same kinds of linguistic environments 
can be found across different languages.  The challenge—one that I doubt can be met—is to specify 
kinds of linguistic environments in terms that don’t already rely on some independent account of 
syntactic kinds.
9 See, for example, Burge 1973 and chapter 4 of Jubien 1993.
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manifest linguistic properties are right there for anyone to see, so to speak, and they 

provide the primary evidential basis for thinking that a given class of words 

constitutes a semantic kind.  But this is precisely why the Bundle Theory goes wrong.  

Individuating semantic kinds in a language-universal way requires going beyond the 

language-specific properties of words, and this strongly suggests that an adequate 

theory of semantic kinds must appeal to deeper semantic commonalities, 

commonalities that go beyond directly observable manifest properties.  In terms of the 

Lockean analogy, it suggests that we should individuate semantic kinds in terms of 

underlying “semantic real essences” rather than in terms of manifest properties.  

Developing this suggestion is the task of the next section.

3. Semantic Categories as Real Kinds

3.1 Alethic essences

Central to the account that I want to develop is the idea that every meaningful word 

has an alethic essence.  It is often observed that the truth conditions of a natural 

language sentence are determined by the words it contains and the way they’re 

combined.10  Consider the sentence ‘Lisa is tall’, for example.  Taking the semantic 

significance of the predicational structure as given, the truth conditions of the 

sentence are determined by the interaction of two distinct factors—the contribution 

made by ‘Lisa’ on the one hand, and the contribution made by ‘tall’ on the other.  The 

former contribution, but not the latter, is also a factor in determining the truth 

conditions of ‘Lisa is smart’, ‘Lisa is happy’, and so on; the latter contribution, but not 

the former, is at work in determining the truth conditions of ‘Bart is tall’, ‘Homer is 

tall’ and so on.  It is in virtue of a semantic property of ‘Lisa’ that it makes the 

particular contribution it does to fixing the truth conditions of ‘Lisa is tall’, ‘Lisa is 

smart’ and so on; call this property P‘lisa’.  Likewise, it is in virtue of a semantic 

property of ‘tall’ that it makes its particular contribution to ‘Lisa is tall’, ‘Bart is tall’ 

                                                
10 The usual qualifications concerning ambiguity and context-sensitivity are, of course, required.
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and so on; call this property P‘tall’ .  The properties P‘lisa’ and P‘tall’  are the alethic 

essences, in my sense, of ‘Lisa’ and ‘tall’, respectively.11

Alethic essences are not manifest linguistic properties of words.  A word’s 

alethic essence is the property in virtue of which it makes its particular contribution to 

the truth conditions of all the different sentences in which it occurs.  This is not the 

sort of thing that we can observe directly, in the way we observe entailment and 

distributional properties.  But the alethic essence of a word can be discerned in its role 

in determining the word’s manifest linguistic properties.  Sentences have the truth 

conditions they do partly because of the alethic essences of their parts, and so when 

two sentences stand in an entailment relation this, too, is partly because they have 

parts with certain alethic essences, or with alethic essences that are related in certain 

ways.  For example, it is partly due to the alethic essence of ‘quickly’ that (1) is valid, 

and it is partly due to the relation between the alethic essences of ‘bachelor’ and 

‘male’ that (5) is valid.

Alethic essences also play a role in determining the distributional properties of 

words.  While it’s true that, in many cases, the fact that a given sentence is 

unacceptable is best explained on syntactic grounds, there are some cases where the 

best explanation is semantic.  For example, consider:

19. He is the only man aware that Bill is here.

20. * He is the only man likely that Bill is here.

Edwin Williams argues that the best explanation for the difference between (19) and 

(20) is, in present terms, a difference in the underlying alethic essences of ‘aware’ and 

‘likely’ that makes it impossible to determine a truth condition for (20).12  Similarly, 

Christopher Kennedy argues that some distributional differences between ‘black’ and 

‘fake’—e.g. the fact that the former but not the latter can occur with expressions like 

                                                
11 The alethic essence of a word is closely related to what Michael Dummett (1991) calls its semantic 
value.  I choose not to use the term ‘semantic value’ here, however, because nowadays it is more often 
used to refer to what I will call an interpretation of a word in Section 4.1:  the entity assigned to a word 
by an interpretation within the context of a particular semantic theory.  The notion of an interpretation 
is immanent, while the notion of an alethic essence is transcendent:  a word W has an interpretation 
only relative to a semantic theory, and a theory’s assignment of an interpretation to W is its attempt to 
formally represent W’s theory-independent alethic essence.  (Dummett does not always observe the 
immanent/transcendent distinction in his discussion of semantic values.) 
12 Williams 1983.
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‘very’, ‘a little’, and ‘not much’—is best explained in terms of a difference in alethic 

essences.13  So, while alethic essences are not directly observable, they have directly 

observable consequences for the manifest semantic properties of words.

The relationship between alethic essences and manifest linguistic properties is 

therefore analogous to the relationship between Locke’s real and nominal essences:  

just as the real essence of a thing determines its nominal essence, the underlying 

alethic essence of a word helps determine its manifest properties.  We might think of 

the alethic essence of a word is its underlying “semantic real essence”—not directly 

available for observation, but revealed by the role it plays in determining the word’s 

directly observable semantic characteristics.

One might worry that the alethic essence of a word can only be discerned by 

its effects on the word’s manifest linguistic properties, and that there is no way of 

characterizing it except in terms of these effects.  One might then suspect that saying 

that a word W has alethic essence P is really nothing more than a shorthand way of 

saying that W has such-and-such manifest properties.  Alethic essences might then 

seem to be mere useful fictions introduced for the purpose of systematizing patterns 

of manifest linguistic behavior.

This is not how I conceive of them, however.  Alethic essences are not mere 

useful fictions:  sentences really do have truth conditions, and the truth conditions of a 

given sentence really are determined, in part, by the alethic essences of each of the 

words making it up.  To illustrate, consider the direct reference theory of proper 

names.  Stated in present terms, the central claim of the direct reference theory is that 

the alethic essence of a typical proper name is simply its property of referring to some 

particular object.  Much of the support for the direct reference theory derives from the 

way it accounts for the manifest linguistic properties of proper names, such as their 

behavior in modal contexts.  But claiming that, e.g. ‘Mark Twain’ refers to Mark 

Twain is not merely a shorthand way of claiming that ‘Mark Twain’ has such-and-

such manifest properties.  According to the direct reference theory, the alethic essence 

of ‘Mark Twain’ is a relational property that it has in virtue of bearing the reference 

relation to Mark Twain, and ‘Mark Twain’ has the manifest properties it does partly 

because it has this relational property.  Moreover, unless it is simply a brute fact that 

‘Mark Twain’ refers to Mark Twain—which seems hardly plausible—there is, in 

                                                
13 Kennedy 1999.
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principle, some informative way to characterize the alethic essence of ‘Mark Twain’ 

independently of its manifest effects.  Just such a characterization is what 

foundational theories of reference aim for.14

3.2 The Real Kind Theory

In my view alethic essences provide the basis for individuating semantic kinds:  when 

a collection of words counts as a unified semantic kind, this is because each of the 

words has an alethic essence with some distinctive feature or set of features; in 

conjunction with syntactic and semantic principles, this shared feature or set of 

features explains the manifest linguistic properties that words that belong to the kind 

have in common.  I’ll sometimes express this view with the slogan that semantic kinds 

are kinds of alethic essences.  According to this view, the wide range of semantic 

properties that we observed manner adverbs to share are indicative of the fact that 

manner adverbs all have the same kind of alethic essence, i.e. that they each make the 

same kind of contribution to the truth conditions of sentences in which they occur.  

This account sees semantic kinds as something like Lockean real kinds—kinds 

individuated in terms of underlying the real essences of things rather than in terms of 

their manifest, observable properties—and so I’ll call it the Real Kind Theory of 

semantic kinds.

Notice that if semantic kinds individuated in terms of alethic essences then we 

can easily accommodate the possibility that words from different languages belong to 

the same semantic kind.  There is nothing mysterious about the possibility of words 

from two different languages making the same kind of contribution to the truth 

conditions of sentences in which they occur.  Hence the Real Kind Theory avoids the 

difficulty encountered by the Bundle Theory in Section 2.

According to the Real Kind Theory, what does it mean for an entailment to be 

valid in virtue of the semantic kinds of the words it is constructed out of, given its 

mode of construction?  Suppose that we have a word W that occurs in an entailment 

E.  The validity of E is a manifestation of the alethic essence of W, in conjunction 

                                                
14 Evans (1982), for example, is a detailed attempt to find an informative characterization of the 
relation that holds between a proper name (or other directly referential singular term) and its referent, 
and hence, on the present view, to characterize its alethic essence.
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with the alethic essences of the other words in E and the way the words are combined.  

Suppose, furthermore, that every word W´ of the same semantic kind as W occurs in 

an entailment analogous to E (e.g. the entailment that is gotten by replacing every 

occurrence of W in E with an occurrence of W´).  This suggests that whatever it is 

about the alethic essence of W that contributes to the validity of E is something it has 

in common with the alethic essences of other words of the same kind.  In other words, 

E is valid partly in virtue of the fact that W has a certain kind of alethic essence, the 

kind of alethic essence that it shares with other words of the same semantic kind.  

According to the Real Kind Theory, however, this is just to say E is valid partly in 

virtue of the fact that it contains a word of the semantic kind to which W belongs.  

Something along these lines seems to be what Evans has in mind when he says, “We 

can regard the specification of the kind of assignment [i.e. kind of alethic essence in 

my sense] as a specification of the underlying real essence which a word has in 

common with many other words, and of which the validity of certain inferences 

involving it is a consequence.”15  In general, then, for an entailment to be valid in 

virtue of the semantic kinds it contains is for its validity to be guaranteed simply by 

the kinds of alethic essences of the words that occur in it, given the way those words 

are combined.

3.3 Interpretational semantics

In actual practice, the task of making claims about the taxonomy of semantic kinds, 

and about validity in virtue of semantic kinds, is made much easier with the help of 

some kind of formal apparatus.  An apparatus that is ideally suited for our needs is 

what Evans calls interpretational semantics.

The central notion of interpretational semantics is that of an interpretation for 

a language L.  An interpretation is a function assigning to each (meaningful) basic 

expression of L some extra-linguistic entity such as an individual, a set, a function, a 

property, a relation or whatever.  Intuitively, the entity assigned to a word by an 

interpretation function can be thought of as “encapsulating” the contribution it makes 

to the truth conditions of sentences in which it occurs.  Where I is an interpretation 

                                                
15 Evans 1985a, p. 61.
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function and W is a word for which I is defined, I’ll refer to I(W) as the interpretation

of W relative to I.  (I’ll rely on context to resolve the ambiguity between these two 

uses of ‘interpretation’.)

An interpretational semantics for a language L has three components:  (i) a 

definition of what counts as an admissible interpretation of the basic expressions of 

L; (ii) a definition of truth relative to an arbitrary admissible interpretation for 

sentences of L; (iii) a specification of the intended interpretation of L.  I’ll briefly 

discuss each of these three in turn.

The job of the first component of an interpretational semantic theory T is to 

specify a set of conditions that a function I from words of L to extra-linguistic entities 

must meet if it is to count, according to T, as a legitimate way of interpreting the 

words of L.  The definition of what counts as an admissible interpretation falls short 

of uniquely specifying the interpretations of words of L.  But it does place restrictions 

on what kinds of entities can be given as the interpretations of words, so that of all the 

possible functions from words to extra-linguistic entities, only those in the 

distinguished group meeting the restrictions can be regarded as possible 

interpretations of L.

For example, suppose that L is a rudimentary fragment of English that 

contains only the proper names ‘Bart’, ‘Lisa’, ‘Homer’ and ‘Marge’ and the common 

nouns ‘student’ and ‘parent’.  A theory T for L might require that a function I from 

words of L to extra-linguistic entities counts as an admissible interpretation for L just 

�L�Q���F�D�V�H�����L���� �Z�K�H�Q�H�Y�H�U���.���L�V���D���P�H�P�E�H�U���R�I�� �^�µ�%�D�U�W�¶���� �µ�/�L�V�D�¶���� �µ�+�R�P�H�U�¶�����µ�0�D�U�J�H�¶�`����I���.�����L�V�� �D�Q��

�L�Q�G�L�Y�L�G�X�D�O���� �D�Q�G�� ���L�L���� �Z�K�H�Q�H�Y�H�U�� �-�� �L�V�� �D�� �P�H�P�E�H�U�� �R�I�� �^�µ�V�W�X�G�H�Q�W�¶���� �µ�S�D�U�Hnt’}, I���-���� �L�V�� �D�� �R�Q�H-

place function from individuals to the set {the True, the False}.16

The second component of an interpretational semantics includes a set of 

composition rules that specify, for each sentence S of L, the truth conditions of S 

relative to a given admissible interpretation I.  In order to respect compositionality, 

the account of truth included in an adequate interpretational semantics must treat the 

truth conditions of any give sentence S (relative to I) as a function of the 

interpretations assigned by I to the words contained in S and the way they’re 

combined.  For example, suppose that L has only the eight sentences formed by 
                                                
16 The constraint on common nouns suggested here is, of course, familiar from Frege’s treatment of 
one-place predicates.  I use it here purely for the purposes of illustration; the interpretational framework 
itself is compatible with a wide range of approaches to the semantics of proper names and common 
nouns.
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joining a proper name to a common noun by means of the words ‘is a’ in the obvious 

way.  Theory T might then include a single composition rule that states that for any 

sentence S of the form �H�.���L�V���D���-�I �� ���I�R�U���.���D���S�U�R�S�H�U�� �Q�D�P�H���D�Q�G���-�� �D�� �F�R�X�Q�W���Q�R�X�Q���� �L���H���� �I�R�U��

any sentence of L) and any admissible interpretation I, S is true-on-I just in case 

I���-����I���.������� ���W�K�H���7�U�X�H�������,�Q���R�W�K�H�U���Z�R�U�Gs, a sentence �H�.���L�V���D���-�I  of L is true relative to an 

interpretation I just in case the value of the function that I���D�V�V�L�J�Q�V���W�R���-���L�V���W�K�H���7�U�X�H���D�W��

the argument I���D�V�V�L�J�Q�V���W�R���.�������,�Q�W�X�L�W�L�Y�H�O�\�����Z�K�H�U�H���W�K�H���L�Q�W�H�U�S�U�H�W�D�W�L�R�Q���I�X�Q�F�W�L�R�Q���L�V���P�H�D�Q�W���W�R��

capture the role of individual words in determining truth conditions, this second 

component is meant to capture the role of structure.  In our example, T represents the 

semantic significance of the subject-predicate structure in terms of function-

application; the truth conditions (relative to an interpretation I) of subject-predicate 

sentences of L are determined by applying the function designated by the predicate 

(according to I) to the argument designated by the subject (according to I).

Given just these first two components, an interpretational semantics for L 

doesn’t yet specify the actual truth conditions of sentences of L; to have a definition 

of truth relative to an arbitrary admissible interpretation is not yet to have a definition 

of truth simpliciter.  To meet this further demand we need the third component, the 

specification of the intended or actual interpretation I*  for L.  Intuitively, I*  is the 

interpretation that gets things right.  That is, I*  is the admissible interpretation that, 

together with the definition of truth relative to an arbitrary interpretation, yields the 

correct truth conditions of the sentences of L.  Given the constraints on admissible 

interpretations of our example L indicated above, the obvious choice of intended 

interpretations for L is the one that assigns Bart to ‘Bart’, Lisa to ‘Lisa’, and so on, 

and that assigns ‘student’ and ‘parent’ functions that map students and parents onto 

the True, respectively, and all other individuals onto the False.

The elements of the interpretational framework are, no doubt, familiar.  There 

is a straightforward analogy between interpretational semantics and the standard 

model-theoretic semantics for formal languages:  the definition of an admissible 

interpretation corresponds to the definition of a model, the definition of truth on an 

interpretation corresponds to the definition of truth on a model, and the intended 

interpretation corresponds to the intended model.  Within the context of the Real Kind 

Theory, however, the interpretational framework provides a useful tool for 

formalizing claims about semantic kinds.  Given an interpretation function I and a 

word W, I(W) can be thought of as a theory-internal representation of the alethic 
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essence of W—the property of W in virtue of which it makes its specific contribution 

to the truth conditions of sentences it occurs in.  The definition of an admissible 

interpretation specified by an interpretational semantic theory can then be thought of 

as the theory’s claims about semantic kinds.  By specifying constraints on what sort of 

entity can be assigned to a particular class of words, the definition of an admissible 

interpretation, in effect, makes a claim about what kind of alethic essences the words 

in the class have.  Our theory T, for example, treats ‘Bart’, ‘Lisa’, ‘Homer’ and 

‘Marge’ as belonging to a single semantic kind, because according to the definition of 

an admissible interpretation for L each of the four words has the same kind of 

interpretation; likewise for ‘student’ and ‘parent’.

The interpretational framework also provides a straightforward way to 

�U�H�S�U�H�V�H�Q�W�� �Y�D�O�L�G�L�W�\�� �L�Q�� �Y�L�U�W�X�H�� �R�I�� �V�H�P�D�Q�W�L�F�� �N�L�Q�G�V���� �� �:�K�H�U�H�� �6�� �D�Q�G�� �6�ï�� �D�U�H�� �V�H�Q�W�H�Q�F�H�V�� �R�I��

language L and T is an interpretational semantics for L, we’ll say:

CV. The entailment from S to S´ is categorially valid relative to T iff according 
to T, S´ is true relative to every admissible interpretation relative to which 
S is true.

As defined here, categorial validity is a property of pairs of sentences.  The definition 

could be extended in the obvious way to apply to sequences of sentences of any finite 

length, and so extended categorial validity has an obvious affinity with the standard 

model-theoretic notion of logical validity as truth-preservation in all models.17  Given 

a theory T for a language L, T’s definition of an admissible interpretation represents 

T’s claims about what semantic kinds the words of L belong to.  An entailment that is 

categorially valid relative to T is one that is valid on every admissible interpretation, 

and so according to T, its validity doesn’t depend on the specific alethic essences of 

the words it contains.  Rather, it’s guaranteed to be valid just given the kinds of words 

it’s constructed out of, given the way it is constructed.  Since a theory’s definition of 

an admissible interpretation captures the theory’s claims about semantic kinds, 

categorial validity—defined by quantifying over admissible interpretations—captures 

the theory’s claims about which entailments are valid in virtue of semantic kinds.
                                                
17 Categorial validity is not a kind of logical validity, however.  Unlike standard model-theory, within 
the interpretational framework the logical constants are not treated as syncategorematic:  each 
admissible interpretation assigns an interpretation to ‘and’, ‘or’, ‘not’ and the rest, along with every 
other meaningful word.  Moreover, it is compatible with the basic framework that the interpretations of 
the logical constants might vary from one interpretation to the next, so there is no guarantee that 
logically valid arguments count as categorially valid.
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Categorial validity also allows us to give a precise statement to Evans’s 

Thesis.  Categorial validity is explicitly defined above as a theory-relative property; 

entailments aren’t categorially valid simpliciter, but only relative to this or that 

interpretational semantics, and different theories can yield different categorial 

validities even when they assign the same actual truth conditions to sentences.  So it 

won’t do just to interpret Evans’s Thesis as the claim that an entailment counts as 

structural just in case it is categorially valid.  But we can say that according to 

Evans’s Thesis, an entailment counts as structural just in case it is categorically valid 

relative to the overall best adequate interpretational semantic theory—i.e. relative to 

the theory that best represents the theory-independent facts about the kinds of alethic 

essences that words of the language have, and about how the truth conditions of 

sentences are compositionally determined.

Whether or not Evans’s Thesis is true depends on what the actual taxonomy of 

semantic kinds in natural language turns out to be.  As I indicated in Section 1, I take 

this to be an empirical question about what semantic natural kinds there are, and we 

can no more determine the taxonomy of semantic kinds from the armchair than we 

can determine the taxonomy of biological or chemical kinds.  To help give a sense of 

the kinds of considerations that are relevant for evaluating Evans’s Thesis, however, 

in the next section I’ll sketch an interpretational semantics for the sorts of adverbs we 

encountered above.

4. Kinds of Adverbs

How should an adequate interpretational semantics treat manner adverbs like 

‘quickly’ and ‘slowly’, and non-manner adverbs like ‘allegedly’ and ‘supposedly’?18  

Perhaps the simplest approach is a uniform treatment of both kinds of adverbs as 

predicate-modifiers; intuitively, the idea is that the semantic role of adverbs is to take 

verb-type meanings as input and yield new verb-type meanings as output.  Loosely 

following the treatment suggested by Rich Thomason and Robert Stalnaker, we first 

interpret intransitive verbs like ‘leave’ as standing for one-place properties; ‘Lisa 

                                                
18 There are various kinds of adverbs that I will ignore in what follows, such as modal adverbs like 
‘possibly’ and ‘actually’, adverbs of quantification like ‘always’ and ‘never’, and passive-sensitive 
adverbs like ‘reluctantly’ and ‘intentionally’.



21

leaves’ is true relative to an interpretation I just in case I(‘Lisa’) has the property 

I(‘leave’).  (In what follows I will ignore issues concerning tense.)  We then require 

every admissible interpretation to assign to every adverb a function from properties to 

properties.  The composition rule that captures the semantic significance of adverbial 

modification is simply function-application:  on this account ‘Lisa allegedly leaves’, 

for example, is true on an interpretation I just in case I(‘Lisa’) has the property we get

by applying the function I(‘allegedly’) to I(‘leave’).19

As long as we choose the right intended interpretation, this approach yields the 

intuitively correct truth conditions for the kinds of sentences we’re interested in.  

Notice, however, that on this theory the factive entailment pattern—e.g. from ‘Lisa 

quickly left’ to ‘Lisa left’—is not categorially valid, since it treats ‘quickly’ and 

‘allegedly’ alike and so admits interpretations on which ‘quickly’ is assigned the 

intended interpretation of ‘allegedly’.  But for the same reason, the present proposal 

does nothing to help explain the various other manifest differences between ‘quickly’ 

and ‘allegedly’.  For example, it sheds no light on why ‘Lisa quickly left’ entails 

‘Lisa’s leaving was quick’ while ‘Lisa allegedly left’ fails to entail ‘Lisa’s leaving 

was alleged’.  And on the present proposal it’s a mystery why ‘quickly’, but not 

‘allegedly’, can be modified by ‘very’ and can occur in comparative constructions.  

This is no surprise:  as we saw in Section 2, there is good reason to think that the 

manifest differences between ‘quickly’ and ‘allegedly’ are due to the fact that they 

belong to two distinct semantic natural kinds, but the predicate-modifier view treats 

them as belonging to a single kind.  So even though the predicate-modifier view 

assigns the right truth conditions to adverbially modified sentences, it is not an 

adequate representation of the taxonomy of English adverbs.20

A more promising account can be developed within a broadly Davidsonian 

event-based framework.21  The account I’ll sketch is a modification of the one 

                                                
19 See Thomason and Stalnaker (1973).  I should note that Thomason and Stalnaker do not explicitly 
apply their predicate-modifier account to adverbs like ‘allegedly’.
20 The predicate-modifier view might be able to account for some of the manifest differences between 
manner and non-manner adverbs by means of a sufficiently rich specification of the intended 
interpretation.  (Cresswell (1985), for example, regards the factive entailment as being “built in” to the 
lexical meaning of ‘quickly’, and presumably of other manner adverbs.)  But this wouldn’t change the 
fact that the theory fails to recognize that manner and non-manner adverbs belong to distinct natural 
kinds; on this approach the shared manifest behavior of manner adverbs is treated as a mere 
coincidence, on par with the fact that both ‘bachelor’ and ‘husband’ happen to apply only to males.
21 Davidson 1980a.
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developed by James Higginbotham.22  According to the event-based framework, verbs 

function semantically as predicates that relate events to their participants.  Following 

Higginbotham, I’ll assume that verbs apply to ordered n+1-tuples <x1,…,xn,e>, where 

e is an event and x1 through xn are its participants.  For example, ‘leave’ applies to 

pairs <x,e> such that e is a leaving event and x is its agent.  Within the interpretational 

framework we can capture this assumption by requiring every admissible 

interpretation to assign to ‘leave’ a function from ordered pairs <x,e> to the set {the 

True, the False}.  Confining our attention to cases in which the subject is a proper 

name, we can adopt the following composition rule for intransitive sentences:

CR1. A sentence of the form [NP VP] is true on an interpretation I iff there is an 
event e such that I(VP)(<I(NP),e>) = the True.

So for example, rule (CR1) implies that ‘Lisa leaves’ is true on an interpretation I just 

in case there is an event e such that I(‘leaves’)(<I(‘Lisa’),e>) = the True; i.e. just in 

case there is an event e such that the ordered pair consisting of the object I assigns to 

‘Lisa’ and e yields the True as the value of the function I assigns to ‘leaves’.  Given 

the obvious intended interpretation, the result is that ‘Lisa leaves’ is true just in case 

there is a leaving event by Lisa.

In this framework, manner adverbs can simply be treated as further predicates 

of events.  Let’s suppose, for starters, that our theory recognizes a category Advmanner, 

and that every admissible interpretation assigns to words of that category functions

from events to truth-values.  (A further complication will be introduced in a moment.)  

We can then adopt the following composition rule:

CR2. A sentence of the form [NP Advmanner V] is true on an interpretation I iff 
there is an event e such that I(V)(<I(NP)>,e>) = the True and 
I(Advmanner)(e) = the True.

According to rule (CR2), the semantic significance of adverbial modification 

corresponds to conjunction rather than function-application:  an event satisfies 

‘quickly leaves’, for example, just in case it satisfies both ‘quickly’ and ‘leave’.23  As 

a result, the factive entailment is treated as categorially valid:  no matter what 
                                                
22 Higginbotham 1985.  The present proposal also has much in common with the one in Parsons (1990, 
ch. 4).
23 Rule (CR2) is analogous to Higginbotham’s rule of “theta-identification,” which specifies that one 
and the same event must satisfy both ‘quickly’ and ‘leave’ in order to satisfy ‘quickly leave’.
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admissible interpretation is assigned to ‘quickly’ and ‘leave’, if there is an event that 

satisfies both then there is an event that satisfies the latter, and so the entailment is 

truth-preserving relative to every admissible interpretation.  This proposal also helps 

account for the validity of the quantificational entailments (13)–(16) noted in Section 

2, although whether or not they turn out to be categorially valid depends on how 

finely kinds of quantifier words are to be individuated.

This proposal also sheds light on the relationship between ‘Lisa quickly left’ 

and ‘Lisa’s leaving was quick’.  It is quite plausible that the phrase ‘Lisa’s leaving’ is 

an indefinite description of events, and that ‘quick’ functions semantically in ‘Lisa’s 

leaving was quick’ just as ‘quickly’ functions in ‘Lisa quickly left’.24  The present 

proposal then predicts that the entailment from each of these sentences to the other is 

categorially valid.  Notice, moreover, that if this is right then it provides a case where 

words of two different syntactic kinds belong to the same semantic kind.  Even 

though ‘quickly’ is syntactically an adverb and ‘quick’ is syntactically an adjective, 

they each make the same kind of contribution to the truth conditions of sentences in 

which they occur and so belong to the same semantic kind.

One drawback of the proposal so far is that it fails to accommodate the 

possibility that one and the same event might, for example, be quick for a swimming 

but slow for a channel-crossing.  And as yet we have no explanation for why ‘quickly’ 

can be modified by ‘very’ and ‘a little’ and the like, and why it can occur in 

comparative constructions.  Both of these shortcomings can be remedied by 

borrowing from Chris Kennedy’s treatment of gradable adjectives, briefly mentioned 

in Section 3.  The idea is to treat ‘quickly’ not as a simple one-place predicate of 

events, but rather as a two-place predicate relating events to degrees on a scale, such 

as a scale of quickness.25  This can be done by requiring every admissible 

interpretation to assign to members of Advmanner functions from ordered pairs <e,d> of 

events and degrees to truth-values.26  I’ll assume that the degree argument introduces 

an element of context-sensitivity, and that an utterance of ‘Lisa quickly left’ is true on 

                                                
24 See Parsons (1990) for arguments.
25 See Kennedy (1999) for the details of degree-theoretic semantics for gradable adjectives; much of 
what he has to say about gradable adjectives carries over straightforwardly for manner adverbs.
26 Here the present proposal diverges somewhat from Higginbotham’s.  On his view the fact that ‘Lisa 
quickly swam the channel’ can be true even while ‘Lisa quickly crossed the channel’ is false is 
explained by a composition rule he calls theta-marking, according to which ‘quickly’ takes the 
meaning of the verb phrase it modifies as an additional argument.  Higginbotham’s view, unlike the 
present modification of it, leaves it a mystery why manner adverbs can take degree modifiers and can 
occur in comparative constructions.
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the intended interpretation just in case there is an event that is a leaving by Lisa, and 

that event is quick to a degree that, in context, is sufficiently high.

What counts as sufficiently high plausibly depends at least in part on the 

choice of verbs—a degree of quickness that is sufficiently high for a swimming might 

not be high enough for a channel-crossing.  So this proposal can accommodate the 

fact that ‘Lisa quickly swam across the channel’ can be truly uttered in a context in 

which ‘Lisa quickly crossed the channel’ is false.  Introducing an argument place for 

degrees also allows for a straightforward explanation of why manner adverbs can be 

occur with ‘very’ and ‘more…than’; we can simply treat these as functioning 

semantically as predicates of, or relations between, degrees.  ‘Lisa very quickly left’ is 

then true on the intended interpretation just in case there is a leaving by Lisa that is 

quick to a very high degree (for a leaving), and ‘Lisa left more quickly than Bart’ is 

true just in case Lisa’s leaving is quick to a higher degree than Bart’s.

What about non-manner adverbs like ‘allegedly’ and ‘supposedly’?  Clearly 

the treatment proposed for manner adverbs won’t deliver the right truth conditions 

here:  rule (CR2) would incorrectly imply that on the intended interpretation ‘Lisa 

allegedly left’ is true just in case there is an event that is both a leaving and is alleged 

(whatever that would be).27  So once we adopt the treatment of manner adverbs just 

sketched, we have no choice but to find some other kind of treatment for adverbs like 

‘allegedly’ and ‘supposedly’.

One promising proposal is to treat such adverbs as functioning semantically 

like sentence-operators, i.e. to suppose that the semantic structure of (27) is the same 

as that of (28):

27. Lisa allegedly left.

28. It is allegedly the case that Lisa left.

On a standard semantic treatment the sentence-operator ‘it is allegedly the case that’

in (28) stands for a function from propositions to propositions.28  There are a variety 

                                                
27 For a slightly different, but related reason, once we’re working within the event-based framework a 
predicate-modifier treatment of ‘allegedly’ is also problematic.  This treatment would regard ‘Lisa 
allegedly left’ as true on the intended interpretation just in case there is an event that is an alleged-
leaving by Lisa.  But it might be that Lisa allegedly left even though she didn’t actually do anything, in 
which case there need not be any event that could qualify as an alleged-leaving by her.
28 See, e.g. the treatments of sentence-operators in Thomason and Stalnaker (1973) and in Cresswell 
(1985).
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of ways to spell out this proposal within the interpretational framework; the details 

don’t really matter for present purposes.  However it is spelled out, the proposal 

provides a straightforward way to account for many of the manifest properties that 

distinguish manner from non-manner adverbs.  Since sentence-operators are not 

generally factive, the failure of non-manner adverbs to exhibit the factive entailment 

is to be expected.  It is also clear why (27) does not entail ‘Lisa’s leaving was 

alleged’, as ‘Lisa quickly left’ entails ‘Lisa’s leaving was quick’, since the truth of 

(27), like the truth of (28), does not require that there be any such thing as Lisa’s 

leaving.  Moreover, since the present proposal does not treat non-manner adverbs as 

predicates relating events to degrees, we should not expect them to occur with 

intensifiers like ‘very’ or in comparative constructions.  Finally, the alternation with 

adverbs of quantification like ‘often’, noted in Section 2, is also to be expected:

29. Lisa often allegedly leaves by the front door.

30. Lisa allegedly often leaves by the front door.

Adverbs of quantification are typically taken to be sentence-operators as well, and so 

on the present proposal the alternation in (29) and (30) is simply an instance of the 

familiar fact that sentence-operators can be “stacked” in different orders.29

The kinds of reasoning used to support the present treatment of adverbs is 

certainly not novel; it is typical of what one finds in any discussion of formal 

semantics.  From the perspective of the theory of semantic kinds developed here, 

however, it has a significance that is not always recognized.  The interpretational 

semantics just sketched, in effect, treats manner and non-manner adverbs as 

constituting two distinct semantic natural kinds.  Each kind is characterized by the 

kind of alethic essences that words belonging to it have:  manner adverbs contribute to 

truth conditions by relating the event introduced by the verb to degrees on the relevant 

scale, while non-manner adverbs contribute to truth conditions by functioning as 

sentence-operators.  Unlike the predicate-modifier theory, this theory can account for

many of the manifest linguistic properties that were observed in Section 2 to 
                                                
29 It is difficult to give ‘often’ a “wide-scope reading” in (29), i.e. to understand it as stating that it is 
often the case that Lisa is alleged to leave by the front door.  On its most natural reading (29) is 
equivalent to (30), according to which it is allegedly the case that Lisa often leaves by the front door.  It 
may be that (29) and (30) are both structurally ambiguous, but that there is a kind of default tendency to 
interpret ‘allegedly’ as taking wider scope than adverbs of quantification.  In other cases—e.g. ‘Some 
philosopher allegedly left the party at 4 a.m.’—a scope ambiguity is not difficult to detect.
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distinguish manner adverbs from non-manner adverbs.  It therefore has a better claim 

than the predicate-modifier theory to being an adequate representation of the actual 

taxonomy of semantic kinds of adverbs.  Moreover, it classifies the factive entailment 

pattern as categorially valid, just as Evans’s Thesis predicts.

5. Concluding Remarks

I’ll concluding by remarking on two points brought out by the discussion of adverbs 

in the previous section.

The first point the discussion highlights is that whether or not Evans’s Thesis 

is true is likely to depend on how finely semantic kinds are to be individuated.  The 

predicate-modifier view embodies a more coarse-grained individuation of kinds of 

adverbs than the event-based view, and it is partly because of this difference that the 

latter, but not the former, is able to classify the factive entailment as categorially 

valid.  This is likely to hold for other paradigm cases of structural entailment as well.

For example, consider:

31. Snowball is a black cat; so Snowball is a cat.

32. # Snowball is a fake cat; so Snowball is a cat.

(31) is a paradigm structural entailment, but (32) is invalid.  Evans’s Thesis therefore

seems committed to there being a difference in kind between ‘black’ and ‘fake’.

Similarly, if ‘Bart broke the window; so the window broke’ is to be classified as 

categorially valid relative to our best semantic theory, as Evans’s Thesis predicts it 

should, then we need to look for independent reasons for thinking that ‘break’ belongs 

to a different semantic kind than verbs like ‘eat’ that don’t support the entailment.

One might think that the commitment to a fine-grained taxonomy of kinds can 

be avoided, or at least mitigated, by appeal to non-obvious differences in semantic 

structure.  Perhaps, for example, ‘black’ and ‘fake’ belong to the same semantic kind, 

but there is some structural difference between ‘Snowball is a black cat’ and 

‘Snowball is a fake cat’ that accounts for the difference between (31) and (32).  In 

terms of the interpretational framework, the suggestion is that there is a possible 

trade-off in complexity between the definition of admissible interpretations and the 
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composition rules:  we can make up for a coarse-grained taxonomy in the former if 

we help ourselves to more and subtler rules in the latter.

However—and this is the second point highlighted by the discussion of 

adverbs in the previous section—I suspect that this trade-off is illusory.  For example, 

the factive entailment is rendered categorially valid on the event-based proposal

essentially by rule (CR2), which in effect requires any event satisfying ‘quickly leave’ 

to be one that satisfies both ‘quickly’ and ‘leave’.  Once this rule is adopted, treating 

‘allegedly’ as belonging to the same semantic kind as standard manner adverbs results 

in what we might call an over-generation problem for the theory:  the theory must 

explain why there is no reading of ‘Lisa allegedly left’ that supports the factive 

entailment.  And if that question can be answered, the theory faces the new problem 

of explaining why that same answer doesn’t predict that there is a reading of ‘Lisa 

quickly left’ that doesn’t support the entailment.  I suspect that this sort of over-

generation problem inevitably results if we attempt to maintain a coarse-grained 

taxonomy of semantic kinds by appeal to a richer set of composition rules.30  The

composition rules are, in effect, defined over the semantic kinds of the language—

each rule specifies how we arrive at truth conditions when we compose words of 

such-and-such kinds in a particular way.  If we enrich the set of composition rules for 

the language then we cannot avoid over-generation without also enriching the stock of 

semantic kinds on which the rules operate.

This last point suggests that the theory of semantic kinds is intimately 

connected with the project of compositional semantics more generally.  Whether or 

not Evans’s Thesis turns out to true, we ought to be interested in semantic kinds:  

figuring out what semantic natural kinds there are in the world is a necessary part of 

coming to understand the role of structure in determining the meanings of sentences.

                                                
30 One might hope that all such over-generation problems can be solved by appeal to syntactic 
principles that “screen out” the problematic cases.  As I indicated in Section 3, however, I think this is 
the wrong methodological approach to take.  (See also n. 7.)
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